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Abstract—While originally designed for the cloud, the benefits
of the serverless paradigm are vital in Edge/Fog computing envi-
ronments. In this paper, we propose Ekko, a novel decentralized
edge serverless scheduling system, which enables a large number
of serverless applications to run simultaneously at the edge
through the Functionas-a-Service (FaaS) model. The key insight is
to re-architect the common centralized or hierarchical scheduling
systems into a fully decentralized one by using the distributed
hash table (DHT) based peer-to-peer (P2P) model, in which many
distributed schedulers operate autonomously without any central-
ized state. In sharp contrast to existing studies, any edge node
in our system can act as a scheduler, a function worker, a query
forwarder, or a storage node, and flexibly switch between these
roles, thereby significantly improving scalability and adaptivity.
Ekko introduces three design innovations: a boundary-aware
P2P organization, distributed shadow schedulers with a keychain
scheduling algorithm, and a distributed locality-aware bucket
image store. Our evaluation on 500 Amazon EC2 nodes shows
that, compared to the state-of-the-art, Ekko reduces the 90th
percentile tail queue wait time by up to 96.6%, the scheduling
time by up to 38.5%, and the total deployment time by up to
89.5%, while efficiently scaling to millions of function invocation
requests on thousands of edge nodes.

Index Terms—serverless scheduling, edge computing.

I. INTRODUCTION

With the proliferation of 5G and beyond, enabling next-
generation edge applications such as autonomous vehicles and
smart cities requires us to reconsider the way we characterize
and deploy these services. Serverless computing is an emerg-
ing paradigm in which an application is decomposed into “trig-
gers” (events) and “actions” (functions), and there is a platform
that provides seamless execution environment, making it easy
to develop, manage, scale, and operate them. While originally
designed for the cloud, the serverless paradigm may be a great
match for IoT data processing at the edge, motivating the need
for “edge serverless” frameworks.

What is edge serverless? To put it simply, edge systems
consist of Things, Gateways, and the Cloud. Things are sensors
(e.g., smart wearables, car sensors) that “read” from the world
and actuators that “write” to it, and Gateways orchestrate
Things and bridge them with the Cloud [52]. Figure 1 shows
the comparison of “cloud serverless” and “edge serverless”.
In cloud-based serverless frameworks, functions are executed
in containers that are hosted in a cloud datacenter (Figure 1
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Fig. 1: Serverless computing on cloud (left) and edge (right).

left). Instead of relying on the cloud to process sensor data
and trigger actuators, “edge serverless” decomposes edge
applications into serverless functions and executes them in
containers on distributed edge nodes (Figure 1 right), i.e., a
collection of routers, gateways and micro-datacenter servers
maintained by edge providers [68].

Why edge serverless? Edge serverless offers the same
computing and billing benefits as cloud serverless, but edge
serverless provides compute resources closer to end-users (ap-
proximately one or two network hops, i.e., only milliseconds
away). This means that edge serverless can significantly reduce
service response time, making it ideal for latency-sensitive
edge applications.

Ben Ellerby, Founder of aleios [2], highlights in Serverless
Transformation [40] that “Serverless will enable the Edge
Computing Revolution.” Currently, 10% of enterprise data
is processed at the edge, which is expected to reach 75%
by 2025. Serverless services such as Lambda@Edge [7] are
already deployed at the Edge. IBM Research AI is developing
a serverless edge AI platform [73] for applications such as
personal assistants, which analyze health data from biosensors
to detect critical conditions like low blood sugar. The base AI
model is trained on anonymized cloud data and fine-tuned
on edge devices via serverless functions, ensuring low-latency
inference and preserving data privacy for users.

Another real-life example is Future PLC, a media company
leveraging “edge serverless” for faster cookie syncing in real-



time bidding platforms. Online advertising heavily depends
on tracking user behavior through cookies, but cookie sync-
ing—the process of sharing user data across platforms—can be
time-consuming and introduce significant latency. To address
this, Future PLC adopted serverless scripting [36] at the edge,
provided by StackPath [38], an edge computing platform. This
solution enabled faster cookie syncing, reducing costs by 30%
and significantly improving user experience [15].

In this paper, our goal is to build Ekko, a fully decentralized
scheduling system, which empowers a large number of edge
applications, such as data analytics, edge AI, and media
streaming, to run efficiently at the edge through the Function-
as-a-Service (FaaS) model.

Users can upload their applications as compositions of
lightweight functions. At runtime, Ekko manages these func-
tions by executing them in containers, distributing these con-
tainers across large-scale edge networks, and dynamically
scaling the system based on workload changes. All these
happen in a distributed manner with no centralized masters,
schedulers, or orchestrators.

However, we face significant challenges in building an ef-
fective serverless scheduler in the edge setting. The challenges
lie in the two layers of the system stack: the scheduling layer
and the storage layer.

The first challenge is how to rapidly schedule a vast number
of serverless applications’ functions on edge nodes in a
scalable manner? Existing serverless systems [6], [9], [21],
[23] and their IoT support [5], [7], [10], [75] mostly employ
a centralized or hierarchical architecture in which a global
scheduler and multiple local schedulers are responsible for all
scheduling activities. The responsibilities include parsing each
query into a DAG of stages, determining the number of parallel
execution tasks (functions) under each stage, initializing for
each function a container, and deploying these functions to
run on edge nodes. However, edge environments typically have
millions of nodes, and suffer from client mobility, high churn,
and workload surges in arbitrary (and dynamic) geographical
locations. This centralized or hierarchical architecture may not
scale flexibly as expected.

The second challenge is how to optimize data locality for
edge applications? Existing serverless platforms mostly rely
on cloud storage (e.g., S3 [4]) to store function data (e.g.,
container images, intermediate results). Functions are usually
not co-located with their data. This is especially the case when
functions are instantiated for the first time, container images
need to be pulled from backend storage service (e.g., Docker
Hub [13], Amazon ECR [3]), causing high startup latency
because it must transfer data across unreliable, dynamic edge
networks. A possible solution is to cache and reuse containers
by retaining them in memory for a given time window.
However, the long-lived containers may quickly exhaust the
resource-constrained edge nodes.

The key insight of the Ekko system is to re-architect the
common centralized or hierarchical serverless scheduling sys-
tems into a fully decentralized one, leveraging the distributed
hash table (DHT) based peer-to-peer (P2P) model, in which

many distributed schedulers operate autonomously without
any centralized state. In sharp contrast to existing serverless
systems, Ekko is fully decentralized. Any edge node in Ekko
can become a scheduler, a worker, a query forwarder, or
any combination of these roles. A decentralized design offers
attractive scaling flexibility and adaptivity properties. The
system can always support more requests by adding additional
schedulers, and if a scheduler fails, users can direct requests
to an alternate scheduler.

The P2P model has been widely used in distributed systems
such as BitTorrent [11], Bitcoin [66], and blockchain [46]. In
the P2P model, each node is equal to the other nodes, having
the same rights and duties. There is no central server. All nodes
work collaboratively to accomplish a task or deliver a service.
For example, in BitTorrent [11], if someone downloads a
file, the file is downloaded to her computer in bits and parts
that come from many other computers in the system that
already have that file. At the same time, the file is also sent
(uploaded) from her computer to others who ask for it. Similar
to BitTorrent [11], where all peers work collaboratively to
carry out file operations, we enable all edge nodes to work
collaboratively to undertake the tasks of resource lookup,
function deployment, and function invocation.

This paper contributes the following:
• We study the software architecture of existing serverless

systems and discuss their limitations when processing
serverless functions in edge environments (§II).

• We propose a novel decentralized edge serverless
scheduling system. The design includes three comple-
mentary components: a boundary-aware P2P organization
(§III-C), distributed shadow schedulers with a keychain
scheduling algorithm (§III-D), and a distributed locality-
aware bucket image store (§III-E).

• Evaluation shows Ekko’s significant scheduling and scal-
ability gains over the state-of-the-art (§V).

II. BACKGROUND AND MOTIVATION

Existing serverless systems [6], [9], [21], [23] and their IoT
support [5], [7], [10], [75] are mainly designed for low-latency
intra-datacenter settings, which makes them not a good fit for
dynamic edge environments.

A. Lack of scaling flexibility

As shown in Figure 1 left, existing serverless systems
mostly employ a centralized or hierarchical architecture in
which a global scheduler and multiple local schedulers are
responsible for all scheduling activities. These activities in-
clude (1) making application-level scheduling decisions, such
as queuing concurrently running applications (composed of
serverless functions) and scheduling them in a certain order;
(2) making function-level scheduling decisions, such as using
a local scheduler to assign functions to individual servers,
fetching the required function binaries and other dependencies,
initializing an isolated execution environment (e.g., container)
for each function. Suppose that we have 50,000 edge nodes
and each node has 4 cores. If we use the same 100 ms billing



TABLE I: Overview of existing scheduler designs compared with Ekko.

Scheduler Architecture Scheduling Unit Computing
Environment

Global
State

Scale to
Surges

Function
Image Store

Fetch
Container
Image
from Edge

Co-locate
Task (Func)
with
Sandbox

OpenFaaS [31], OpenWhisk [33], Kubeless [27] Centralized Serverless functions Datacenters ✓ ✗ Cloud service ✗ ✓
Jockey [51], Quincy [56], Delay Scheduling [86] Centralized Big data jobs Datacenters ✓ ✗ Cloud service - ✓
Mesos [55], Yarn [80], Borg [81] Two-level Big data jobs Datacenters ✓ ✗ Cloud service - ✓
Atoll [78], FaasNet [82], Lambda@Edge [7] Hierarchical Serverless functions Datacenters ✓ ✗ Cloud service ✗ ✓
OneEdge [75] Hierarchical Serverless functions Edge nodes ✓ ✗ Cloud service ✗ ✓
Sparrow [67], Tarcil [49], Hawk [48], Eagle [47] Distributed Big data jobs Datacenters ✗ ✓ Cloud service - ✗
Protean [53] Distributed Virtual machines Datacenters ✗ ✓ Cloud service - ✗
Omega [76], Apollo [43], ParSync [50] Distributed Big data jobs Datacenters ✓ ✗ Cloud service - ✓
Ray [65], Pheromon [84] Bottom-up ML applications Datacenters ✗ ✗ Cloud service ✗ ✗

Ekko DHT-based P2P Serverless functions Edge nodes ✗ ✓ Edge image store ✓ ✓

granularity as AWS Lambda, the system needs to schedule
50, 000 × 4 × (1s/100ms) = 2M serverless functions per
second. However, existing serverless systems mostly assign
schedulers in a static manner (e.g., one scheduler per rack).
This hierarchical architecture could potentially face a scala-
bility issue, particularly in edge environments that are char-
acterized by high churn rates, low availability, and workload
surges in arbitrary geographical locations.

The scalability issue of central schedulers has been identi-
fied in efforts such as Ray [65], Sparrow [67], Canary [70],
Apollo [43]. However, these systems still share a common
hierarchical scheduling architecture: a load balancer assigns
tasks to a server. If imbalances are detected, the per-machine
scheduling agents migrate tasks away from busy servers to
idle servers. For example, Canary [70] uses a central con-
troller to tell worker nodes how to redistribute data and work
accordingly, while workers locally decide when to redistribute.
Ray [65] uses a global scheduler to make scheduling decisions
when a local scheduler cannot schedule a task locally (e.g.,
when it cannot satisfy a task’s resource requirements or its
local task queue exceeds a threshold). We compare them with
Ekko in Table I.

B. Lack of data locality

Existing serverless platforms mostly use the cloud storage
to store function data. When functions are instantiated for the
first time: container images need to be pulled from remote
repository pools (e.g., Docker Hub [13], Amazon ECR [3]),
causing high data shipping cost and startup latency because
function data must be transferred across unreliable, dynamic
edge networks. To reduce cold starts, a straightforward ap-
proach is to route serverless requests to existing “warmed
up” containers of the same functions whenever possible, as
most platforms typically do not immediately evict containers
after function execution [77]. For example, the serverless
scheduler Atoll [78] chooses to proactively spread a large
number of containers evenly across the cluster to maximize
the probability of future requests routing to existing “warmed
up” containers. However, this approach is not a good fit for
edge serverless systems because the long-lived containers may
quickly exhaust resource-constrained edge nodes.

III. DESIGN

Ekko proposes a decentralized edge serverless scheduling
system. To achieve this, Ekko incorporates several key tech-

niques and components, which we describe in detail.

A. Overview

We aim to achieve the following goals:
• Scalability. Ekko can scale to schedule a large number of

edge serverless applications simultaneously.
• Adaptivity. Ekko can quickly adapt to client mobility,

edge node churn, and workload surges in arbitrary (and
dynamic) geographical edge locations.

• Low latency. Serverless functions can be invoked on edge
nodes that are close to end users with low startup latency.

As shown in Figure 2, Ekko has three complementary
components: boundary-aware P2P organization, distributed
shadow schedulers, and distributed locality-aware bucket im-
age store.

Layer 1: Boundary-aware P2P organization. All edge
nodes are self-organized into a DHT-based consistent ring
overlay. Each node maintains a routing table, which serves
as the routing substrate for Ekko’s shadow schedulers and
Ekko’s bucket image store. Unlike existing DHTs [74], [79],
[87], Ekko utilizes a new boundary-aware P2P organization
that controls the query flows among edge zones.

Layer 2: Distributed shadow schedulers. Ekko introduces
many distributed, independent schedulers, called “shadow
schedulers”, on top of Layer 1. Our innovations are (1) flexible
scheduling—there is no static assignment of schedulers, and
any edge node can be automatically promoted as a scheduler
when workload surges; (2) DHT-based routing—any appli-
cation’s functions can be deployed in O(logN + L) hops
(N is #nodes, and L is #zones), which is similar to the
“six degrees of separation” theory in social networks; (3)
dynamic scaling—Ekko automatically creates more schedulers
in densely populated areas and fewer schedulers in sparsely
populated areas; and (4) “key chained” functions—a new
keychain scheduling algorithm.

Layer 3: Distributed locality-aware bucket image store.
Ekko introduces a “data bucket” data structure in each edge
node, organizing these buckets into a distributed locality-
aware bucket image store for storing container images at the
edge. The benefits are (1) reducing data shipping costs—
container images are fetched from nearby edge locations rather
than the remote cloud; and (2) optimizing function image
locality—functions are co-located with the edge nodes that
store their container images.
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Fig. 2: Ekko’s edge serverless execution model.

B. Edge serverless execution model

Figure 2 shows Ekko’s edge serverless execution model. It
has a few key phases:

• Phase ①: Registration. When a new edge application is
launched, the user packages its function code and de-
pendencies as container images, uploads them to Ekko’s
distributed bucket image store, and registers for events
(e.g., HTTP requests) that trigger function execution.
Henceforth, we use event and request interchangeably.

• Phase ②: Function invocation. The processing entry
points are event triggers. Events can come from any
event source or feed service, including IoT sensors, mes-
sage queues, mobile applications, chatbots, and scheduled
tasks (via alarms). For example, in augmented reality
(AR) applications, event triggers capture frames from
cameras and upload pictures. On every application re-
quest, a driver process, running on any edge node, “com-
piles” the request into a multi-stage DAG of functions
and then submits these functions to a nearby shadow
scheduler.

• Phase ③: Scheduling. The shadow scheduler selects the
appropriate edge nodes and deploys functions on them to
serve application requests using Ekko’s keychain schedul-
ing algorithm. Ekko considers function correlations in a
DAG, and the function deployment path is guaranteed to
be finished in O(logN +L) hops (N is #node, and L is
#zones).

• Phase ④: Container setup and execution. After functions
are deployed, the edge nodes use new containers (cold
start) or reuse existing ones (warm startup) to serve
application requests. If a function is invoked for the first
time, Ekko’s shadow scheduler needs to pull the container

image from Ekko’s bucket image store at the edge and
spawns a new container with the necessary runtime (e.g.,
libraries, tools, and dependencies).

C. Boundary-aware P2P organization

As the first layer, we organize all distributed edge nodes
into a DHT-based consistent ring overlay, which is similar
to the BitTorrent nodes that use the Kademlia DHT [63] for
“trackerless” torrents. Each edge node is assigned a unique
128-bit NodeId in a very large circular identifier space (e.g.,
0 ∼ 2128). Each node maintains three data structures: a routing
table, a leaf set, and a neighborhood set.

• Routing table is used for routing function scheduling
queries. The routing works based on prefix-based match-
ing. Every node knows m other nodes in the ring and the
distance of the nodes it knows increases exponentially. It
jumps closer and closer to the destination, like a greedy
algorithm, within ⌈log2bN − 1⌉ hops, where 2b is the
number of entries in the routing table.

• Leaf set is used for rebuilding the routing table upon node
failures.

• Neighborhood set is used for function scaling and failure
recovery. It identifies a fixed number of nodes that are
“physically” closest to the node.

Edge site providers may want administrative isolation be-
cause of (1) security - so that updates and probes flowing in
a site are not accessible outside the site, and (2) efficiency -
so that site-scoped queries can be locally processed first close
to end-users.

The challenge is, how to achieve search path convergence,
i.e., query paths for function deployment from different nodes
in a site should converge at a node in that site?

Existing DHTs [63], [72], [74], [79], [87] do not guarantee
path convergence as those systems try to optimize the search
path to reduce response latency. To route a packet to an
arbitrary destination key, the packet will be routed to the desti-
nation node in another site as long as it has a longer NodeId
prefix matching the key. To address this challenge, we design
a boundary-aware P2P routing table that can control query
flows among edge sites. First, each node maintains a separate
leaf set, in which each node entry (next hop) is marked with
the site to which it belongs. Second, whenever two nodes in a
site share the same prefix with respect to a key and no other
node in the site has a longer prefix, we introduce a “virtual
node” at the boundary of the site with the prefix plus the
next digit of the key, so that all packets towards the key will
eventually flow to that virtual node residing on the existing
node whose NodeId is numerically closest to the virtual node.
If functions need to be deployed on multiple sites, we use the
virtual nodes to route queries across sites.

D. Distributed shadow schedulers

As the second layer, we introduce a novel decentralized
edge serverless scheduling architecture. The key innovation is
exploring DHTs to decompose the system architecture from
1:n to m:n, which has many distributed schedulers, called



Large-scale Edge Networks

S1

S5

S7

S6

S8

S2

S3

S9

S4

DHT-based Bounary-aware 
P2P Organization

Node 103220

031120

312201
120132

O(logN)+L hops

scheduler

scheduler

65fe2

356af

1ef40

a0fe3

a926d

a970a

a98c0

a98f3

route(key, query)

<container images, 
CPU, Mem>

0   2  - 1
128

0   2  - 1
128

The MapReduce application’s 
functions will be deployed on 
node a98f3 and node a98f4

pin

key = hash(“MapReduce”)
= a98fe

a98f4

Function deployment path103123 103210 103302 103330103123 103210 103302 103330

Routing Table

Leaf Set

Neighborhood Set
031120 312201 120132 101203031120 312201 120132 101203

031120
0

100221

0

1
110003
101203
103112
103210

201303
120132
102303

2
2

312201
132012

3
103302

031120
0

100221

0

1
110003
101203
103112
103210

201303
120132
102303

2
2

312201
132012

3
103302

103123 103210 103302 103330

Routing Table

Leaf Set

Neighborhood Set
031120 312201 120132 101203

031120
0

100221

0

1
110003
101203
103112
103210

201303
120132
102303

2
2

312201
132012

3
103302

Edge node 103220 in a 12-bit 
identifier space and a base of 
4 (b=2)

Step 1: Low-latency edge zones

Step 2: Shadow scheduler election Step 3: Keychain scheduling algorithm 

virtual 
node

containercontainer

edge nodeedge node

query routing pathquery routing path

range {1111~5555}

Fig. 3: The workflow of Ekko’s decentralized scheduling architecture and the keychain scheduling algorithm.

“shadow schedulers”, that operate autonomously without a
global state. A DHT is a hash table that partitions the keyspace
and distributes the parts across a set of nodes. The trick with
DHTs is that the node that gets to store a particular key is
found by hashing that key, so in effect, the hashtable buckets
are now independent nodes in a network. We utilize the fully
decentralized nature of DHT to achieve function scheduling
at extreme scale: in sharp contrast to existing schedulers, any
node in Ekko can be a scheduler, a worker, a query forwarder,
or a storage node, and flexibly switch between these roles.

Figure 3 lays out the workflow of this decentralized schedul-
ing architecture. It has the following steps.

1) Step 1: Low-latency edge zones: We divide Layer 1’s
P2P overlay into m smaller, more manageable edge zones
by using Ratnasamy and Shenker’s distributed binning algo-
rithm [71]. Each zone is characterized by a maximum desired
network round-trip time (RTT), also known as diameter. Zones
can be connected by Layer 1’s “virtual nodes”.

2) Step 2: Shadow scheduler election: When a new appli-
cation is launched, it looks for a nearby “shadow scheduler”
using the gossip protocol [44]. If it successfully finds a
“shadow scheduler” within a pre-defined number of hops,
the application registers itself with this scheduler. If not, it
means that there are not enough schedulers at this location.
This application will vote for a nearby node to become the
new “shadow scheduler” and register itself with that scheduler
instead. If any scheduler fails (e.g., due to edge node churn) or
chooses to switch back to a normal node, it can simply refuse
to accept scheduling queries, and queries will be automatically
routed to an alternate scheduler.

Rationale: The scheduler election process is implicit, and
the number of distributed schedulers can automatically in-
crease or decrease with the workload changes in each loca-
tion, which enables the system to handle a vast number of
applications in parallel, minimizing queue wait time, function
scheduling time, and adapting to the edge dynamics.

3) Step 3: “Keychain” scheduling algorithm: A serverless
application for distributed computing usually consists of many

functions that are organized into a multi-stage DAG. Functions
between stages communicate through methods like broadcast,
scatter-gather, all-reduce. Application performance can be
improved up to orders of magnitude by considering inter-
function correlations [69].

To achieve this goal, we design a new “keychain” schedul-
ing algorithm for function deployment. Each function will be
pinned with a “key” indicating its correlations or interferences
with other functions. Functions that communicate a lot in a
DAG will be “pinned” with the same key, allowing them to
be deployed close to each other. On the other hand, functions
that compete for resources will be “pinned” with different
keys, allowing them to be deployed apart from each other.
For both communicating and competing functions, they will
be “pinned” with numerically close keys that share a common
prefix but have different suffixes, allowing them to be deployed
on different nodes within the same edge zone.

The DHT-based routing protocol behaves such that given
a message and a key, no matter where the source node is, a
message can be routed to a node whose NodeId is numerically
closest to the key within O(logN) hops.

We leverage the DHT-based routing protocol to schedule
functions. ① When an application is launched, the user
specifies the resource requirements (e.g., container images,
CPU, memory) similar to AWS Step Functions [8]. Ekko
also requires users to specify the correlations or interferences
between functions by “pinning” keys. ② Then Ekko issues a
scheduling query describing the resource requirements. ③ The
registered shadow scheduler will route the query toward the
pinned “key” to find out the best endpoint node for placing
the containers (if not already available) within O(logN + L)
hops. ④ If the destination node fails to satisfy the resource
requirements for the query, the query will be forwarded to its
neighborhood set nodes, repeating until the query is satisfied.
⑤ The neighborhood set nodes are used for scaling out
functions when the queuing delay observed by the requests
of the application exceeds a pre-defined threshold.

Rationale: The keychain scheduling algorithm can also
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be flexibly integrated with other deployment strategies by
manipulating chained function keys. For example, to combine
a correlation-aware strategy with a bin-packing strategy, we
can simply narrow down the keyspace to a subset zone so that
containers can be squeezed together and then perform a more
customized deployment.

Figure 3 shows an example of deploying a MapReduce ap-
plication’s function workers (containers). They are network I/O
correlated and thus “pinned” with the same key hash(“Map-
Reduce”). The solid line (in blue) shows the scheduling path,
which is limited to a maximum of O(logN+L) hops, where L
is the number of edge zones. Because keys won’t change, upon
the same application’s requests next time, Ekko will invoke
the functions on the same nodes with existing “warmed up”
containers, avoiding cold starts.

E. Distributed locality-aware bucket image store

Unlike other serverless scheduling systems, Ekko co-
designs the scheduling plane with the data plane. It introduces
a “data bucket” data structure at each edge node and organizes
them into a distributed store for storing container images.
Ekko’s shadow schedulers and Ekko’s bucket image store both
use the DHT-based routing protocol for scheduling functions
and uploading container images and thus functions can be co-
located with the edge nodes that store their container images.

As illustrated in Figure 4, the image store is composed
of the same edge nodes in Layer 1. Each node contributes
some durable storage space, called “bucket”. Each node can
act as a user access point for issuing put/get operations.
When an application is launched, it is assigned a 160-bit key
corresponding to the cryptographic hash of the application’s
textual name, the owner’s public key, and a random salt
(hash(“application”)). Ekko stores its container images on
the node whose identifiers are numerically closest to the key’s
128 most significant bits in O(logN+L) hops. Upon function
invocations, the node can easily spawn new containers by

fetching their images from nearby edge nodes (cold start) or
reusing existing ones (warm start).

This procedure ensures two properties: (1) function image
locality—function scheduling and container image uploading
use the same key (hash(“application”)), so their routing
paths converge at the same destination node. Therefore, the
container image is stored close to the node where the function
is invoked, enabling function image locality. As depicted in
Figure 4, App AR’s functions and AR’s container images
are placed around the same location; and (2) load balance—
following the load balance property of DHTs, the container
images can be stored in a well-balanced manner.

F. Failure recovery

Overlay churn (node joins or leaves). The P2P overlay
is self-organizing and self-repairing. When any node fails or
leaves the system, Ekko can automatically rebuild the routing
tables from the failed node’s leaf set nodes and reconstruct the
overlay.

Function recovery. If any function worker (container) fails,
Ekko starts a new container on a new node selected from the
failed node’s neighborhood set.

Application state recovery. If the application is stateless,
we do not need state recovery. If the application is stateful,
its functions need to keep track of their progress (e.g., in-
termediate results) as “states”, and update states along with
their processing. However, since often serverless functions
are short-lived [59], and the cost of state recovery outweighs
the cost of state unavailability, we choose not to recover the
application’s state.

G. Discussion: SLO feedback

While Ekko’s current role-switching mechanism primarily
relies on workload as the driving factor, incorporating SLO
satisfaction feedback and optimizing container warm-up time
can enhance performance under edge dynamic conditions. This
subsection explores how SLO feedback can be integrated into
Ekko’s design and outlines future optimization directions.

Key metrics for real-time SLO feedback include:

• Queue wait time: The delay experienced by incoming
requests waiting to be scheduled.

• Function completion time: The total time taken from
scheduling a function to its completion.

• Function success rate: The proportion of functions suc-
cessfully executed within the SLO-defined time window.

• Application throughput: The overall rate at which func-
tions within an application are processed.

• Failure recovery time: The time taken to recover from a
failure and resume normal operations.

SLO-driven role-switching. In scenarios where SLO met-
rics fall below predefined thresholds, Ekko could employ the
following strategies as part of its future enhancements: (1)
Demote underperforming schedulers: A failing scheduler can
relinquish its role, triggering an election for a replacement; and



(2) Proactively elect additional schedulers: Nodes can preemp-
tively identify and vote for new schedulers in anticipation of
sustained SLO violations or rising workloads.

Warm-up optimization for containers. Dynamically ad-
justing container warm-up times based on SLO feedback is
another promising optimization. For latency-sensitive applica-
tions with frequent requests, container images can be retained
in memory longer to enable warm starts, while for sparse re-
quests, images can be recycled promptly to conserve resources.
In cases with conflicting requirements, such as variable inter-
arrival times, a more adaptive approach is necessary. For
example, ML techniques such as time-series forecasting to
predict inter-arrival times [77] or k-means clustering for group
invocation patterns into categories (e.g., frequent, sparse, or
bursty) can be employed to predict invocation patterns and
optimize container management.

IV. IMPLEMENTATION

We implement Ekko using the open-source Pastry
(v.2.1) [35] and Docker (v.19.03.15) software stacks. Such
implementation is motivated by the following considerations:
(1) Pastry is an overlay and routing network for implementing
a DHT similar to Chord [79] and Kademlia [63]. A unique
feature of Pastry is proximity-aware routing, which helps us
schedule functions efficiently. Instead of implementing another
distributed system core, we can leverage Pastry’s routing
substrate, self-repairing routing table, message transportation
layer, and P2P storage utility. (2) Docker is a container
runtime, which is widely used in serverless systems like
OpenWhisk [33], OpenLambda [54], Fission [17], IronFunc-
tions [24], Fn Project [18], Kubeless [27], OpenFaaS [31],
Knative [26] to containerize and deploy serverless functions.

We made the following major modifications: (1) We
changed the previous flat P2P overlay to a new “boundary-
aware” P2P overlay by introducing new routing tables and vir-
tual nodes (§III-C). (2) We implemented a fully decentralized
architecture that consisted of many parallel shadow schedulers
and added several data structures: a list of operations to
promote, demote, and scale shadow schedulers, and the “key-
chain” scheduling algorithm (§III-D). (3) We implemented the
distributed bucket image store that can co-locate functions
with container images (§III-E). We will release Ekko as open
source, along with the workload data and applications.

V. EVALUATION

We evaluate Ekko in a real-world distributed environment
using real-world applications and an industry workload trace.
We have the following key results:

• Ekko outperforms the prevalent centralized (hierarchi-
cal) scheduling approaches, enabling attractive scalability
property while achieving function image locality (§V-B).

• Ekko automatically scales the shadow schedulers to han-
dle the workload surges in arbitrary locations and dis-
tributes the schedulers fairly among edge zones (§V-C).

• We evaluate Ekko by using Azure function traces and
real-world applications. Ekko outperforms OpenLambda

and OpenWhisk by reducing the 90th percentile tail
queue wait time by up to 96.6%, the function scheduling
time by up to 38.5%, and the total deployment time by
up to 89.5%, when scheduling 100 to 1000 applications
simultaneously (340 to 2986 functions, 300k function
invocations) (§V-D).

A. Methodology

Experimental setup. Ekko is designed to operate on large-
scale edge topologies consisting of millions of edge nodes.
However, such a deployment is prohibitively expensive and
impractical. As such, we resort to emulating a real-world edge
setting on a cluster of 500 Amazon EC2 nodes, each of which
has 4 vCPUs, 16 GB of RAM, and 32 GB of disk space.
We use one JVM to represent one edge node and launch
100,000 edge nodes on the testbed; (2) we divide these up to
100,000 edge nodes into zones based on the real-world EUA
dataset [60], which consists of 95,271 edge nodes distributed
across 12 Australian states; and (3) we make edge nodes
heterogeneous, which can host up to 4 functions, 16 functions,
64 functions, or 256 functions.

Baseline. We use OpenLambda [32] and OpenWhisk [34]
as baselines because they are open source, allowing us
to conduct a thorough and transparent evaluation. The
original OpenLambda only uses a vanilla load balancer that
performs poorly. To ensure a fair comparison, we leverage
olscheduler [30], an OpenLambda scalable scheduler written
in Go. We set the replica counts for the controller and
invokers of OpenWhisk to be 3 to handle the incoming
workload. The container pool memory, which decides on the
number of functions each invoker can run simultaneously, is
set to 2 GB. To avoid the rate-limiting and dropping functions
at high load which may affect the latency calculations,
we configure the actionsInvokePerMinute,
triggersFiresPerMinute, and
actionsInvokeConcurrent as 9999. We use helm [22],
a Kubernetes package manager, to bring up OpenWhisk in
the cluster. We use Pastry 2.1 [35] for DHT’s implementation,
which is configured with a leaf set of 24, max open sockets
of 5000, and a transport buffer size of 6 MB.

Industry function traces. We use the Microsoft Azure
traces dataset [29] to evaluate Ekko. The dataset gives insights
into several serverless system characteristics like the load
pattern, number of functions per application, and number of
invocations per function in a given time.

Real-world applications. We use real-world serverless ap-
plications from the open-source benchmark suites Serverless-
Bench [85] and VSP Benchmark [41] to evaluate Ekko.

• ALU: A CPU-intensive application that spawns multiple
threads to perform large arithmetic calculations in a loop
with a random number of iterations. The application
launches n (given as user input) threads. We randomly
assign the value of n between 5 and 15 for each function.

• Image Resizing: An application that resizes a given image
to three target sizes and a thumbnail. We randomly



(a) Function/Node mappings: 10k functions (20
applications) on heterogeneous edge nodes.

(b) Function/Node mappings: 20k functions (20
applications) on heterogeneous edge nodes.

(c) Function/Node mappings: 40k functions (20
applications) on heterogeneous edge nodes.

Fig. 5: Function deployment by Ekko’s distributed shadow schedulers. Ekko uses the keychain scheduling algorithm to
automatically map serverless functions on heterogeneous edge nodes in parallel.

(a) Function/Node mappings: 10k functions (20
applications) on heterogeneous edge nodes.

(b) Function/Node mappings: 20k functions (20
applications) on heterogeneous edge nodes.

(c) Function/Node mappings: 40k functions (20
applications) on heterogeneous edge nodes.

Fig. 6: Function deployment by centralized (hierarchical) scheduling approaches. The example bin-packing scheme greedily
packs containers on nodes in each zone to improve resource utilization, which is hard to scale.

configure each function’s input to increase the image’s
size by 2×, 4×, and 10×.

• Video Encoder: An application based on FFmpeg [16], a
utility for processing video and audio files.

Metrics. We focus on scalability, load balance, function
image locality, and scheduling performance. We show function
to node mappings and container image to node mappings
on large-scale edge topologies at different scales (10k, 20k,
and 40k functions). We show how Ekko’s distributed shadow
schedulers scale with the workload changes among geo-
distributed edge zones. We measure Ekko’s queue wait time,
function scheduling time, and total deployment time by logging
the timestamps at the different stages.

B. Serverless function deployment

In this section, we evaluate Ekko’s approach for function
deployment on geo-distributed large-scale edge topologies
and compare it with the centralized (hierarchical) scheduling
approaches.

Details about the scheduling algorithms implemented by
commercial serverless platforms have not been made public;
nevertheless, researchers have revealed some facts through
reverse engineering. For example, the investigations performed
in [83] and [62] identify that AWS Lambda [6] greedily
packs containers on VMs to improve resource utilization.

However, this bin-packing scheme may perform poorly in
balancing workloads and thus may not have enough room for
elastic scaling of containers on neighboring edge nodes when
workload surges. Moreover, it lacks function locality.

Scalability. Figure 5 shows the snapshots of Ekko’s function
(container) to node mappings on large-scale edge topologies
at different scales. The X-axis represents the zone Ids. The
Y -axis represents the edge nodes’ Ids within a zone. The
crossing points are functions’ mapped locations. Different
colors represent different applications. Each application has
different functions ranging from 256 to 2048. We assume that
these functions are all network I/O correlated.

Figure 5a shows a partial view of mappings of 10k functions
on 100,000 edge nodes. We can observe that functions belong-
ing to the same applications are deployed geographically close
to each other, and functions belonging to different applications
are evenly distributed over edge topologies. This is because
different applications are pinned with different keys, and thus
map to different nodes.

We stress the system with 2× and 4× the number of func-
tions. Figure 5b and Figure 5c show the updated mappings.
We can see that although the workload increases, functions
sharing the same hashing key are still deployed close to each
other. Compared to bin-packing, our approach provides much
more space for container scaling to grow or shrink.



Fig. 7: Ekko places the container images
close to the function invocations.

Fig. 8: Edge zones
(EUA [60]).
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Fig. 9: Ekko automatically scales the shadow
schedulers to handle the varying workload.
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Fig. 10: Ekko distributes shadow schedulers fairly among edge
zones. Any application can find a scheduler in O(logN) hops.

As a comparison, Figure 6 shows the bin-packing scheme’s
snapshots. This greedy scheme tries to schedule the function
on the first available edge node that satisfies the resource
constraints. It makes decisions based on the information at
hand without considering the possible impact these decisions
may have in the future. As a result, when the workload
changes, as shown in Figure 6b and Figure 6c, the new
functions of the same application fail to find adjacent nodes
and have to have to travel long paths to communicate with
other functions belonging to the same application, which is
hard to scale.

Function image locality. Figure 7 shows the mappings
of function container images on edge nodes. By comparing
Figure 5 with Figure 7, we can see that each container image
is placed close to the node where its function is invoked,
enabling function image locality. This is because Ekko’s
locality-aware bucket image store uses DHT-based routings
to place the container images. Function scheduling and data
(image) insertion use the same key, so their routing paths
converge at the same destination node.

C. Distributed shadow schedulers

Next, we evaluate how Ekko scales the shadow schedulers
to handle the varying workload and how Ekko distributes the
shadow schedulers among geo-distributed edge zones.

Figure 8 shows the real-world edge zones generated from
the EUA dataset [60]. Australian Communications and Media
Authority publishes the EUA dataset [60], which contains the
geographical locations of 95,271 cellular base stations in 12
states of Australia (ACT: 931, ANT: 15, EXT: 8, ISL: 36, NSW:
24574, NT: 3137, QLD: 21576, SA: 7682, TAS: 3213, VIC:
18163, WA: 15933, WLD: 3). We estimate the maximum round-
trip time based on the distances between nodes in the dataset,
and then use Ratnasamy and Shenker’s distributed binning
algorithm [71] to divide them into zones.

Ekko auto-scales shadow schedulers. Microsoft Azure
traces [29] contain a daily collection of the number of func-
tions invoked between July 15 and July 28, 2019, sampled
every minute. Figure 9 shows how Ekko automatically scales
the schedulers based on a load reconstructed from Azure’s
data. We can see that as the number of function invoca-
tions varies between 500k and 800k, the number of shadow
schedulers varies between 500 and 800. In Ekko, each node
may act as a scheduler, a worker, a query forwarder, or
both. If the workload experienced by an existing scheduler
exceeds a certain threshold, an edge node with sufficient
computing resources will be selected as the new scheduler.
If the workload drops below a certain threshold, the scheduler
node automatically switches back to a normal node.

Ekko ensures fair distribution of shadow schedulers.
Figure 10 shows how Ekko distributes shadow schedulers
among 12 zones for 50k, 100k, 250k, and 500k function
invocations, respectively. The X-axis represents the zone Ids
and the Y -axis represents the node Ids in the edge network.
As the number of concurrently running applications increases,
the number of schedulers increases. Edge locations like NSW,
QLD, VIC, and WA have more nodes and we assume they ex-
perience higher workloads, so they are assigned more shadow
schedulers than other zones like WLD, ANT, and EXT.

D. Scheduling performance

In this section, we evaluate Ekko’s scheduling activities and
compare Ekko with OpenLambda [54] and OpenWhisk [33].



(a) Queue wait time for 1000 concurrently run-
ning applications.

(b) Function scheduling time for 100 to 1000
concurrently running applications.

(c) Total deployment time for 100 to 1000 con-
currently running applications.

Fig. 11: The comparison of Ekko, OpenLambda, and OpenWhisk for (a) queue wait time, (b) function scheduling time, and
(c) total deployment time when scheduling an increasing number of concurrently running applications.
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(a) The workload pattern of the function invo-
cation count from Microsoft Azure traces.
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Fig. 12: (a) The workload pattern of the function invocation count from Microsoft Azure traces. The comparison of Ekko,
OpenLambda, and OpenWhisk for (b) queue wait time (c) total deployment time for a mixed workload of real-world applications.

• Queue wait time is the time an edge application waits
before the scheduler picks it up from the queue to
schedule.

• Function scheduling time is the time taken by a scheduler
to map and invoke the application’s functions on nodes.

• Total deployment time is the sum of queue wait time and
function scheduling time.

Industry trace generated workloads. We use the Mi-
crosoft Azure traces [29] to simulate 100∼1000 serverless
applications (340 to 2986 functions) and run them concurrently
on Ekko, OpenLambda, and OpenWhisk.

Figure 11a shows CDFs of the queue wait time for Ekko,
OpenLambda, and OpenWhisk when scheduling 1000 concur-
rently running applications. We can see that the 90th percentile
tail queue wait time for Ekko is 96.6% less than OpenLambda,
and 91.1% less than OpenWhisk. This is because Ekko’s
distributed shadow schedulers can process function invocations
from all applications in parallel, thus precluding them from
queuing on a single scheduler. By contrast, the centralized
scheduler in OpenLambda or OpenWhisk schedules these
applications serially, which results in a large queue of ap-
plications waiting to be scheduled and causes a long tail
distribution.

Figure 11b and Figure 11c show the comparison of Ekko,
OpenLambda, and OpenWhisk for the function scheduling
time and the total deployment time when scheduling an
increasing number of applications from 100 to 1000. Results

show that the function scheduling time for Ekko is 8.5%∼
38.5% less than OpenLambda, and 4.5%∼32.7% less than
OpenWhisk, respectively. The total deployment time for Ekko
is 60.9%∼89.5% less than OpenLambda, and 39.7%∼77.2%
less than OpenWhisk, respectively.

Real-world applications. We use three real-world server-
less applications (1) ALU, (2) Image Resize, and (3) Video
Encoding to generate a mixed workload consisting of 300k
function invocations.

Figure 12a shows the workload pattern of the function
invocation count for 60 minutes from Microsoft Azure traces.
Figure 12b shows CDFs of the queue wait time experienced
by each function invocation in Ekko, OpenLambda, and Open-
Whisk. We can see that Ekko outperforms OpenLambda by
reducing the 90th percentile tail queue wait time by 66.7%,
and outperforms OpenWhisk by 40.4%. Figure 12c shows the
total deployment time comparison. We can see that Ekko out-
performs OpenLambda by reducing the total deployment time
by 81.0%, and outperforms OpenWhisk by 51.6%. OpenWhisk
can manually set the number of controller replicas to balance
the workload. Therefore, OpenWhisk takes less time to deploy
functions than OpenLambda.

E. Failure recovery analysis

Figure 13 shows the overlay recovery time, the function
recovery time, and the bucket image store recovery time when
multiple edge nodes fail or leave the systems simultaneously.



Fig. 13: Failure recovery time in case of simultaneous failures.

To cause simultaneous failures, we deliberately remove some
working nodes from the overlay. The failure recovery time
includes rebuilding the routing table entries, reconstructing
the overlay, restarting function containers, and reconstructing
the function images from the failed node’s neighborhood set
nodes. Results show that Ekko achieves a stable recovery time
for an increasing number of simultaneous failures. This is
because, in Ekko, each failed node can be quickly detected and
recovered by its neighborhood set nodes without having to talk
to centralized or federated orchestrators, so many simultaneous
failures can be repaired in parallel.

F. Overhead analysis

TABLE II: The overhead analysis of Ekko.

Serverless Systems Memory (MB) Network (Bps) CPU (%)
OpenLambda Master 14.2 323 14.2
OpenLambda Worker 14.9 10 0.4
OpenWhisk Master 414.5 115975 51.6
OpenWhisk Worker 248.2 1743 2.5

Ekko 13.2 609 2.6

Table II shows the per-node runtime overhead comparison
of Ekko, OpenLambda, and OpenWhisk by running the real-
world applications in §V-D. We can see that Ekko has a
lower CPU overhead compared to the OpenWhisk master and
the OpenLambda master. This is attributed to Ekko’s fully
decentralized scheduling architecture, which distributes the
workload among distributed shadow schedulers, avoiding the
central computational bottleneck. On the other hand, Ekko
incurs higher network traffic overhead than OpenLambda. The
reason is that each Ekko node needs to continuously monitor
the health status of its neighboring nodes by sending heartbeat
messages to maintain the boundary-aware P2P organization.
Hence the overhead is an acceptable trade-off for ensuring
reliability and performance.

VI. RELATED WORK

Centralized serverless scheduling. Borg [81] and Kuber-
netes [28] use central schedulers to employ heuristic-driven
bin packing for scheduling pods in a data center. Their
primary focus is on reducing stranded resources (i.e., frag-
mentation). Mu [64] uses a central scheduler to make auto-
scaling, load balance, and function placement decisions based
on the resource metrics (service rate, queue length) collected at
each worker node. Kraken [42] uses OpenFaaS [31]’s central

scheduler to deploy DAGs for microservices-based serverless
applications. This centralized architecture might cause scala-
bility issues, especially in dynamic edge environments.

Hierarchical serverless scheduling. The scalability bottle-
neck of central schedulers has been identified in recent efforts
such as Atoll [78], FaaSNet [82], OneEdge [75], Wukong [45],
and Nightcore [58]. Atoll [78] partitions a cluster into worker
pools and employs multiple semi-global schedulers to perform
deadline-aware scheduling. OneEdge [75] employs multiple
per-site schedulers to make scheduling decisions for each edge
site. These systems share a common hierarchical scheduling
architecture. Hierarchical scheduling does appear to provide
parallelism. However, in a practical edge setting with millions
of nodes, it may struggle to adapt to the edge dynamics such as
link heterogeneity, client mobility, high churn, and workload
surges due to the static assignment of schedulers and the lack
of data locality.

Serverless platforms. There are many commercial server-
less platforms for the cloud (e.g., AWS lambda [6], Azure
functions [9], Google Cloud Functions [21], Function Com-
pute [20], Cloudflare Workers [12], Kinvey [25]), and for
IoT (Lamba@Edge [7], Azure IoT Edge [10], AWS IoT
Greengrass [5]). They often assume an over-provisioned cloud,
making them less optimal for resource-constrained edge envi-
ronments characterized by unreliable, dynamic edge networks.

P2P systems. P2P systems were predominantly used in
filesharing applications (e.g., BitTorrent [11], Storj [39], and
Freenet [19]), peer-assisted CDNs (e.g., Akamai Netses-
sion [1]), scientific experiment (e.g., SETI@home [37]), and
blockchain [46]. Recent studies such as Uber’s Kraken [42],
Alibaba’s DADI [61], FaaSNet [82], and Dragonfly [14]
employ P2P technologies to accelerate container provisioning
at scale. OblivP2P [57] presents a secure P2P content-sharing
system advocating for hiding data access patterns. These
studies complement Ekko by offering fast and secure container
provisioning techniques.

VII. CONCLUSION

We present Ekko, a novel decentralized edge serverless
scheduling system for rapid deployment of serverless functions
on large-scale edge topologies. The design includes three
complementary components: a boundary-aware P2P organiza-
tion, distributed shadow schedulers with a keychain scheduling
algorithm, and a distributed locality-aware bucket store. We
evaluate Ekko on 500 Amazon EC2 nodes by using real-world
serverless applications and industry function traces at different
scales. We compare Ekko with OpenLambda and OpenWhisk,
and show significant improvements in scalability, load balance,
and function image locality, while significantly reducing the
queue wait time, the function scheduling time, and the total
deployment time.
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