



            CEO SALARIES

(CEO.dta)

A. Introduction

Today we consider the determination of CEO salaries. This is topic that receives considerable attention in the popular press which often claims that managers are paid too much. If intermediate micro is correct, then managers like other workers are paid their marginal revenue product. But is economic theory correct, are there other theories, and how do we measure marginal product? 

The kind of intellectual exercise that we undertake for this course is considerably different than that experienced in other economics courses. In other economics courses, the students essentially spit back what they have been taught in lecture. For example, in a beginning statistics course you might calculate the linear regression given a certain set of numbers.  In this course, you must integrate all of your knowledge from all of your economics courses. Furthermore, you are asked to be more original and creative -- that is what research is about. Unfortunately, creativity cannot be taught in lecture and you do not have the security blanket that you can look up the answer in the text or in class notes. Finally, there is no sense of closure as in many economics courses. There is no one answer that is right or complete. The art of econometrics is to deal with real data which are messy and often not what we really want. Answers are only tentative, until the next study comes along and refines the issue still further. The student must learn to deal with this sense of incompleteness.

B. Theory


1. Marginal revenue Product

What should salaries depend on?  To maximize profits, a competitive firm should increase its output as long as the extra revenues exceed the extra costs (wages).  In the market for CEO's, the stockholders should be willing to pay a dollar more for another CEO if that CEO brings in more than one dollar's worth of profits (not including the CEO's salary).  This search will continue until the excess returns are exhausted and the salary of the chosen CEO equals her marginal revenue.


2. Other possibilities

Econometrics is more interesting when there are two or more competing theories to disentangle.  

A second theory, more popular in business schools than in economics departments, argues that CEO's try to rip off stockholders. The more diversified the stock-holders are, the more that this agency problem will arise. Diversification means that it is not in the interest of anyone stockholder to pay attention to agency problems. 

Hence, if one could get a measure of concentration of stockholdings, one might want to see whether greater concentration meant lower CEO salaries. 

Another measure might be the percentage of the Board of directors composed of insiders (that is, managers). A higher percentage would imply a higher pay for the CEO and other managers. However, typically compensation committees are composed only of outsiders.  Even "outside" directors may not necessarily have the stockholders best interest in mind.  They may go along with management because they are management themselves (in different companies).  

Are there any other ways that you can think of that CEO salaries should (or are) being determined? Can you think of other factors that might determine CEO salaries beyond productivity and the relative influence of the managers?

C. How to test theories


1. Choice of Variables

Before even looking at the data, a very useful exercise is to consider all the variables that one might want to look at if all data were freely available. This exercise gets one to think about hypothesis testing, aids in searching for an appropriate data base, and allows one to critically assess the quality of the data actually obtained.

This involves deep thinking and a good understanding of economics. It is more than just listing variables. Let us consider the determination of CEO salaries. 

Two obvious contenders for determination of CEO salaries are profits and stock prices. While long term profits and stock prices are related, short term profits may not be at all similar to stock prices. A firm may undertake large investments which depress accounting profits but the present value of these investments may swamp any current losses. Some start up firms have not made any money, but they expect to in the future; the CEO in such a firm still receives a salary. Therefore from an economic theory standpoint, stock prices are more germane than profits. Still one would be surprised if profits had no effect on salaries, so economists are still likely to include profits as an explanatory variable in a multiple regression equation.

Appreciation in stock prices is not the only relevant variable to stock holders. Stockholders are also interested in dividends. The more earnings are retained (the lower dividends are), the higher the stock price since the value of the company is that much higher. That is, dividends and stock appreciation from retained earnings are substitutes. Therefore, the researcher has to take into account the returns to the stock holder in the form of dividends, not just the increase in price of the stock.

Other things beyond the control of the CEO may influence the price of the company's stock.  Suppose that we are looking at changes in stock prices in the last three years and that there was an unanticipated downward shock in the automobile industry (the government decided to put a luxury tax on all new automobiles).  Then the stock market performance of all automobile manufactures should drop. In this case, the relevant yardstick would be a comparison among automobile manufacturers, not corporations in general.

One also needs to consider the exact specification of the variables.  With regard to CEO compensation, does one just look at salaries or other forms of compensation such as stock options. Clearly, all forms of compensation are of importance but some forms of compensation involve severe measurement problems. For example, measuring stock options is tricky and probably done incorrectly in many studies.  Suppose that in 1980 a CEO is given an option to buy 1000 stocks at a price of 20 when the stock is 30. In 1990, the CEO exercises the stock option when the price is 60. He made 40,000 in 1990, but the option value was given in 1980 and should have been calculated then.


2. Levels, differences or percent changes.

Another interesting question to consider is whether we should measure stock returns and salaries in levels, changes, or percent changes.  That is,

SALARY(T) = a + b (RETURN ON STOCK AT TIME T ) ,

SALARY(T) - SALARY(T-1)  = a + b (RETURN ON STOCK AT TIME T) ,

or [SALARY(T) - SALARY(T-1)] / [ SALARY(T-1) ] = a + b (RETURN ON 

STOCK AT TIME T) .

I believe that changes are better here since we are comparing different firms. That is, we should regress changes in CEO salary against changes in the value of the stock in firm i over the last three years rather than regressing salary level  against stock value across firms. This is a judgment call and reasonable people might argue to the contrary. As always these choices should be made before looking at the data.

Some people believe that larger firms (as measured in sales) have larger CEO salaries (in levels). In pervious classes, some students tested this hypothesis incorrectly.  They regressed change in salary against sales. This regression tests whether firms with larger sales will produce greater increases  in salaries. It does not test the hypothesis which is about levels --firms with greater sales pay greater salaries.  So. carefully consider what you are doing when you are thinking on terms of levels or in terms of changes because the interpretation is very different


3.  Cross section or time series

Should we look at CEO compensation by looking at cross section (across firms) data or in time series (one firm over time) data or a combination of the two?  One of the commonly heard claims in the media is that the levels of CEO salaries is getting out of hand.  With time series data it would be possible to investigate this.  Unfortunately however, the availability of time series data is severely limited.


4.  Linear or in Logs or in some other form.

Another interesting thing to consider is how some of these factors are related.  Is there a linear relationship between the independent variables, a multiplicative relationship, or some other relationship?  Multiplicative relationships can be linearized using logs so as to be able to use ordinary least squares estimations.  For example, which of the following are the best form?

SALARY = a + b (PROFIT)

Log(SALARY )
 = a + b Log(PROFIT)

SALARY  = a + b (PROFIT)2

or, considering stockholder diversification (STD),

SALARY = a + b (PROFIT) + c (STD)


5. Contemporaneous data, lags or leads.

For example, change in salary this year may be a response to change in profits last year rather than being a response to a change in profits this year (or it might even be a combination of the two).  It may be interesting to formulate and test a hypothesis with lagged/lead variables.

D. Data

The data for this exercise was collected from Business Week's 1991 survey of CEO salaries. The results are unlikely to be as definitive as those studies based on more detailed data sets (such as the data collected by Jensen and Murphy).
  For a short example of what the data looks like and a description of all of the variables, go to the end of this lecture.  It is also often useful to run some summary statistics (mean, median, standard deviation, etc.) on the different variables to give an idea of what the overall variables look like.

The variables for this lecture can be found in the CEO workfile.  They are defined in the variable list at the end of the section. Using Eviews, use the open command from the File Menu.  Your instructor will tell you what directory contains the files for the course.  When you have found the appropriate directory, you can scroll with the mouse the box on the left through or press the first letter to find the correct file.  Double click on the file CEO.WF1 .

For the Macintosh, a similar protocol is used to locate the files you need.

E. Regressions


1. Profits and CEO salaries

The first hypothesis we want to test is whether an increase in profits (as measured by pchorro) will result in an increase in CEO salary. In this case the we will look at the percent changes in  salary as a linear function of the percent change in profits. 

The regression  is:

ls PCHG c PCHCORRO  

PCHG is the percent change in salary and bonuses from 1988 to 1991.

PCHCORRO is the percent change in the company's profits.

ls stands for least squares (this is the operation that we want to undertake). The dependent variable (PCHG ) comes next. c stands for constant and is the intercept term. Finally, the independent variables are listed. In this case there is only one -- PCHCORRO.

LS // Dependent Variable is PCHG

Date: 4/28/94 / Time: 1:39 

SMPL range:    1  -   374 

Sample endpoints adjusted to exclude missing data

Number of observations: 374

________________________________________________________________

     VARIABLE   COEFFICIENT  STD. ERROR     T-STAT.  2-TAIL SIG.

________________________________________________________________

        C        11.628687    1.2983097    8.9567895    0.000   

     PCHCORRO    0.0198120    0.0128719    1.5391745    0.124   

________________________________________________________________

R-squared             0.006328    Mean of dependent     12.12834

Adjusted R-squared    0.003657    S.D. of dependent     24.35516

S.E. of regression    24.31059    Sum of squared resid  219853.7

Durbin-Watson stat    1.855618    F-statistic           2.369058

Log likelihood       -1723.081

________________________________________________________________

We now look at the print out.
 The coefficient of PCHCORRO is 0.019. this means that if profitability increases by 100% salary will increase by about 1.9%. This is roughly in line with other studies. Our original (a priori or alternative) hypothesis is that the coefficient should be positive. That is, a percent increase in profits should lead to a percent increase in salary. Therefore our testing (or null) hypothesis is that the coefficient is negative. This is a one tailed test. The testing hypothesis is rejected if the observation is in the positive tail. The printout reports two tail tests. Two find the level of significance for a one tail test, divide 12.4 by 2. The level of significance is 6.2%. That is undertaking such kinds of tests, only 6.2% of the time will one find a positive relationship when a negative one exists. In general economists do not claim that their results are significant unless the probability is less than 10%. Of course, they prefer much smaller probabilities.

The R-square is 0.006328 or 0.6% which means that the equation has explained a very low percentage of the variability in percent change in salary. 

The MAC version does not print out the significance level for the F-statistic. But in this case it is easy to determine. When there is only one independent variable, the t-test and the F-test are identical since the F statistic tests the effect of all of the independent variables on the dependent variable. So the probability that the F statistic = 2.369 when there is no relationship between the set of independent variables and the dependent variable is 0.124. Another way of saying this is that the probability that the R-square is .006, when the true underlying rho-square is equal to 0, is 0.124. 


2. Salary levels and profit

The first equation looks at percent changes in  salary as a linear function of the percent change in profits. We could also look at the pure cross section data and look at  salary levels as a function of profits.

One possible candidate is the following: SALBON = (PROFIT)

We would  expect that  would be positive (firms with greater profits would provide higher salaries) and that  would be less than 1. On empirical grounds many studies (including the one previously covered) have shown that salaries are inelastic with respect to profits (that is, doubling of profits will lead to less than a doubling of salary). Also on theoretical grounds we would expect that manager salaries would have elasticity less than 1 since they are more risk averse than the diversified owners of stock. Thus we have a set of apriori hypotheses about and . In econometrics the more knowledge you bring, the better because you can test more.

Econometrics always involves compromise.  The econometrician has to make do with what is available.  In this case, we have no data on profits. However, we do have profits/equity (CORROE). If we had a variable for equity we could multiply equity times profits/equity and get profits. Unfortunately, we do not have equity either. However we do have SALES which is an imperfect proxy for equity. That is, there is probably a strong correlation between sales and total equity value. Therefore I will substitute into the above equation my proxy for profits and get:  

SALBON = (SALES*CORROE)
Taking logs of both sides, we get

LOG(SALBON) = LOG() +  LOG(SALES) +  LOG(CORROE)

This regression involves taking the log of corroe. For some firms the variable CORROE may have 0 values. Because log (0)  is undefined, we must make sure that we do not ask the computer to undertake such an operation. Newer econometrics software knows what to do. Older versions automatically stop when they hit the first log(0). If you are dealing with such a program (consult your instructor)  you want to eliminate zero's so the program does not stop at the first log(0). One way to do this is to eliminate all observations where CORROE = 0.
 This is done as follows:

smpl if CORROE> 0 

Essentially, this procedure says we are only going to look at sample of observations where CORROE> 0. Smpl stands for sample

genr LCORROE = log(CORROE)

GENR stands for generate. In this case we are generating a new variable called LCORROE . Doing the same thing for the salbon variable:

smpl if SALBON > 0

genr LSALBON  = log(SALBON ) 

smpl if SALES > 0

genr LSALES  = log(SALES )

Note that if we are using EVIEWS (or any other recent software that can deal with taking the log of zero) we would only need to use the GENR statements and not the SMPL statements. If we were using the SMPL statements with EVIEWS however we would have to use SMPL 1 1500 if SALBON > 0.

It is always a good idea to check your data (there may be transcription errors, you may have generated something you did not want, etc.). One way to check your data is to actually look at it via the following command:

show SALBON LSALBON  

The regression we will now be running is:

ls LSALBON  c LSALES  LCORROE 

LS // Dependent Variable is LSALBON  
Date: 4/26/94 / Time: 4:37 

SMPL range:    1  -  1500 

SMPL condition:  CORROE > 0  

Number of observations: 352

________________________________________________________________

     VARIABLE   COEFFICIENT  STD. ERROR     T-STAT.  2-TAIL SIG.

________________________________________________________________

        C        4.1369825    0.2588308    15.983344    0.000   

      LSALES     0.2605112    0.0235824    11.046848    0.000   

     LCORROE     0.2021258    0.0462278    4.3723863    0.000   

________________________________________________________________

R-squared             0.264391    Mean of dependent     6.874545

Adjusted R-squared    0.260175    S.D. of dependent     0.516590

S.E. of regression    0.444335    Sum of squared resid  68.90421

Durbin-Watson stat    1.770297    F-statistic           62.71837

Log likelihood       -212.4255

Another way to look at this regression is to see the relationship more directly -- salary should be a function of the profitability of the firm (as measured by CORROE) and the size of the firm (as measured by SALES ). Note that I have an additional hypothesis: that the coefficients of LSALBON  and LCORROE are equal.

The LSALBON regression has more convincing results than our first regression. The R-square is relatively high and the coefficients are all significant and in the expected direction. Because everything is in logs, the coefficients are elasticities.  Thus looking across companies, if a company has sales which are 100% larger than another company, its CEO is expected to have a 26% larger salary.

Next we test the apriori hypotheses that the coefficients of LSALES and LCORROE are less than 1.  In statistics everything is measured in units of standard deviations (called standard errors in the table). So we have to find out how many standard deviations the predicted coefficient is from 1. Looking at the table, we have (.2605 - 1)/.02358 which is approximately equal to 30. That is the testing coefficient is 30 standard deviations away from the observed coefficient. We do not need to consult a special t-table. Just by looking at the T-stat column we can see that 11 standard deviations is significant at the .0000 level. the number 30 is more so and we can reject the testing hypothesis that the coefficient was greater than one and accept the apriori hypothesis that the coefficient is less than one at the .0001 level. We will not be testing the hypothesis that both coefficients are equal, but that too can be done (see an econometrics text for the appropriate procedure)


3. Stock values as a predictor of CEO salaries

So far we have not dealt with stock value as a predictor of salaries. My opening remarks suggest that this should be very important. We therefore run the following equations:

ls PCHG c INVVAL 

This regression states that the percent change in salary should be a function of the percent change in stockholder wealth (investor value).

LS // Dependent Variable is PCHG                                

Date: 07/15/96   Time: 15:24 

Sample: 1 374

Included observations: 374 after adjusting endpoints

________________________________________________________________

     VARIABLE   COEFFICIENT  STD. ERROR     T-STAT.  2-TAIL SIG.

________________________________________________________________

        C         12.15418   1.264667      9.610574    0.0000 

      INVVAL      -5.25E-05  0.000197     -0.266522    0.7900

________________________________________________________________

R-squared            0.000191     Mean dependent var         12.12834

Adjusted R-squared  -0.002497     S.D. dependent var         24.35516

S.E. of regression   24.38555     Akaike info criterion      6.393314

Sum squared resid    221211.6     Schwartz criterion         6.414300

Log likelihood      -1724.233     F-statistic                0.071034

Durbin-Watson stat   1.829926     Prob(F-statistic)          0.789985

Unfortunately, we get the wrong sign, but the coefficient is not at all significant.


4. Inappropriate regressions

So far I have provided examples of reasonable regressions. I want to end the section with an example of an inappropriate regression. Students have done this and others like it on their homework projects.

ls SLBON c TOTCOMP

SLBON is part of TOTCOMP. Obviously we expect a positive correlation, but this is not a behavioral relationship. In general do not use regressions to find definitions. For example Y = C + I + G  is not a candidate for regression. 

F. Interpreting results


1. Significance and importance

A common mistake is to confuse significance with importance. To say that a coefficient is significant, means that the probability that the coefficient is equal to zero is very unlikely. But this does not mean that the effect of the independent variable on the dependent variable is very important (meaning that the independent variable has a big effect on the dependent variable or that it explains a large part of the variation in the dependent variable). Suppose for example, that studying for the GRE's raised the score by .7. This might be significantly different from zero but it is not very important and it does not explain the major variation in GRE scores across students.


2. Robustness

As can be seen from the previous examples, there may not be a strong consensus on which formulation is the best. There may be disagreements concerning the choice of variables, the particular measure of the variables and the functional form. 

There are three strategies: (1) choose the formulation which you think is best a priori (before you look at the data) and report it; (2) choose a set of formulations which you think are best a priori and reporting them; and (3) ex post choosing the formulations which performed the best.

The third method can be used for discovering hypotheses, but not for testing them. It is a kind of data mining (see the relevant chapter in my econometric theory notes). Ultimately one would have to test the hypothesis on new data.

The second method is probably the best (especially if one ranks the set of choices ahead of time). In this way, other researchers are more persuaded that you did not engage in method three and/or that your  results do not depend on some narrow specification which they might not have chosen (if the various formulations do in fact yield similar results).  For example we might have substituted TOTCOMP(total compensation) for SLBON (salary and bonuses) as a dependent variable and reported these results also. When the various methods yield similar results under alternative specifications the results are said to be robust. 


3. Related research questions

We might also be interested in probability of dismissal rather than salary, per se. That is, to what extent does bad stock performance lead to dismissal. But here, stock performance is a particularly bad measure.  Suppose that a CEO was totally incompetent. This might not be measured in stock prices if stockholders believed that she would be replaced soon by a competent manager.  Looking from the opposite point of view, a surprise death of a CEO will have an effect on stock prices only if there is a learning curve for new managers or the market for managers is thin (the second best is significantly worse than the first best)

G. Concluding thoughts

The 1990 Business Week article on CEO salaries that you were asked to read featured Craig McCaw, who was paid $53.9 million even though his company never made a profit. Subsequent events suggest that he was paid too little. Stockholders made a killing over the next two years when the communications industry took off.  How is this relevant to our regressions?  Is there any way we could incorporate this knowledge into our hypotheses?

File: CEO.WF1

Source: Byrne, John A., "Pay Stubs of the Rich and Corporate," Business Week, n3158, Industrial/Technology Edition (May 7, 1990):56-108.

Name
Variable Description
CORRATE
shows how an executive compares with his industry peers in pay for company profitability.

CORROE
company's average return on equity over three year period. A measure of the company's average profits.

INDUSTRY
1 of 36 industry numbers

INVVAL
year end 1989 value of $100 investment in company made three years earlier (includes both share-price appreciation and dividends. This is investment value.  It is a measure of how well the shareholders did in the last three years.

LTCOMP
Long Term Compensation

NUM
Order of Executives in Business Week May 7, 1990 pg. 65

PCHCORRO
percent change in 10

PCHG
percent change from 1988 of salbon

ROE
company's return on equity. That is, ROE is a measure of the company's profits

SALES
1989 sales in million $

SALBON
sum of an executive salary and bonus for 1989

SHRATE
index of industry peers (value of investment/total pay)

TOTCOMP
sum of salary bonus and long term compensation for three years

Data Sample
:

	CORRATE
	CORROE
	INDUSTRY
	INVVAL
	LTCOMP
	NUM
	PCHCORRO
	PCHG
	ROE
	SALBON
	SALES
	SHRATE
	TOTCOMP

	3
	10.7
	1
	183
	226
	1
	-20.1
	8
	11
	910
	20276
	2
	2925

	1
	20.3
	1
	71
	88
	3
	-1
	15
	13.8
	1199
	10042.9
	4
	3409

	5
	13
	1
	87
	104
	6
	-98.7
	-2
	0.3
	663
	9891
	4
	2300

	3
	24.9
	1
	124
	235
	7
	-5.6
	23
	22.7
	1033
	5796.2
	3
	4097

	3
	24.9
	1
	124
	0
	8
	-5.6
	38
	22.7
	944
	5796.2
	4
	3064

	5
	6.8
	1
	97
	534
	9
	-1
	-7
	-1.1
	634
	14581
	3
	3196

	-1
	6.8
	1
	97
	0
	10
	-1
	-1
	-1.1
	378
	14581
	-1
	-1

	2
	14
	1
	128
	477
	11
	-1
	12
	14.5
	1280
	19756.5
	3
	4042

	-1
	11.3
	2
	108
	230
	14
	6
	36
	11.8
	614
	10479.6
	-1
	-1

	2
	14.5
	2
	150
	719
	15
	336.7
	47
	15.9
	672
	8571.7
	1
	3043

	2
	14.5
	2
	150
	487
	16
	336.7
	30
	15.9
	464
	8571.7
	2
	2686

	-1
	23.2
	2
	329
	0
	17
	-1
	100
	20.7
	1150
	9793.6
	-1
	-1

	1
	17.7
	3
	134
	38
	20
	33.1
	9
	20.4
	424
	2512.5
	1
	1205


File: MURPHY.WF1

Source: Jensen, Michael C.; Murphy, Kevin J., "Performance Pay and Top-Management Incentives," Journal of Political Economy v98, n2 (Apr. 1990):225-264.

Name
Variable Description
CPI
Consumer price index

FIRMID 
These numbers identify which firm, customer and executive position.

MKTVALUE
Market Value of the firm

PRETURN
Per cent return on equity

SALBONUS
Salary plus bonus

TOTAL
Total compensation of CEO

YEAR
Year (From 1969 to 1989)

Data Sample:

	CPI
	FIRMID
	MKTVALUE
	RETURN
	SALBONUS
	TOTAL
	WEALTH
	YEAR

	166.299988
	1
	2122.28955
	0.62983048
	776
	782
	803.777958
	1975

	292.399902
	1
	4161.62109
	0.14117646
	994
	1139
	200.931306
	1982

	127.299988
	2
	19623.1719
	0.23796624
	364
	539
	3668.22692
	1972

	281.5
	3
	10263.8242
	-0.3529413
	1449
	1478
	-1286.8658
	1981

	138.5
	5
	385.530762
	-0.372328
	406
	407
	-103.6418
	1973

	127.299988
	12
	540.759277
	0.52551764
	30
	30
	223.235324
	1972

	281.5
	15
	33686.707
	-0.1113808
	692
	993
	-1332.8785
	1981


References:  

Byrne, John A., "Pay Stubs of the Rich and Corporate," Business Week, n3158, Industrial/Technology Edition (May 7, 1990):56-108.

Byrne, John A., "Gross Compensation?" Business Week, n3467 (Mar 18, 1996):32-33.

Jensen, Michael C.; Murphy, Kevin J., "Performance Pay and Top-Management Incentives," Journal of Political Economy v98, n2 (Apr. 1990):225-264.

(Adapted from Donald Wittman, 1996)

�Note that economists mean the natural log (base e) when they write log (other disciplines use ln for this)


� We also have a data set from Jensen and Murphy  (Workfile MURPHY). Similar tests to those that we perform on the Business Week data can be performed on their data.


�all variables are capitalized in the text so that they can be differentiates easily.  This is not necessary in most econometric programs


� Note that I have not run a lot of regressions and then selected the regression that is "best" for class. This would violate proper statistical procedure. Instead, I present all regressions that I run, even if the results are contradictory.


� The printout may not be identical to the one we get in class. A common reason is that we have used a different sample. See below for the discussion of the command SMPL.


� This procedure eliminates observations. We should always be cautious in eliminating observations. If the only problem had been taking a log of 0 we could have corrected the problem by the following procedure: genr lcorroe = log(corroe +1).


�This sample, and all others, are provided to give you an idea of what the data looks like.  It is by no means complete or representative.  To have a better look at the data use the econometrics package.





